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Abstract
High-speed encrypted traffic analysis must balance semantic
accuracy with line-rate processing on 10–100 Gbps links.
Existing classifiers choose between expensive deep models,
which improve robustness under protocol evolution and traf-
fic drift, and lightweight models, which provide throughput
but degrade on long-tail traffic. We present Prometheus, a
heterogeneous collaborative system that separates real-time
data-plane classification from backend semantic analysis. A
Light Model handles common flows on the fast path, while
a Heavy Model analyzes low-confidence flows and supplies
online distillation signals. Confidence-based routing, asyn-
chronous evolution and a LightModel keep adaptation off the
data path. Offline, the Heavy Model averages 94.0% accuracy;
online, the collaborative runtime averages 93.1% accuracy,
5.25 points above Light-only. On a 10 Gbps DPDK testbed,
the full system reaches 9.8 Gbps with just 2.1 ms end-to-end
latency, while the Light Model alone sustains line rate with
0.3 ms latency. On a 100 Gbps-capable multi-GPU testbed, the
Light Model scales to 44.7 Gbps and exposes NIC/host/GPU
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data movement, rather than GPU inference alone, as the
dominant scaling bottleneck.
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1 Introduction
Modern networks increasingly rely on TLS, QUIC, and re-
lated encryption protocols to protect confidentiality [29, 44].
This shift removes payload visibility from middleboxes and
monitoring systems, forcing encrypted traffic analysis to
infer application and service semantics from observable
side channels such as packet sizes, directions, timing, and
transport metadata [25, 46]. The resulting problem is no
longer only a modeling problem. At production speeds, an
encrypted-traffic classifier must be accurate under fast pro-
tocol evolution, but it must also process traffic at line rate
with predictable latency and bounded GPU demand. This re-
quirement is becoming more stringent as monitoring points
move from 10 Gbps enterprise links toward 100 Gbps edge
and backbone deployments, where per-flow deep inference
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Figure 1. Comparison between traditional encrypted-traffic
classification pipelines and Prometheus.

can quickly turn model cost, CPU preprocessing, and host-
to-GPU transfer into system bottlenecks.
This requirement creates a deployment dilemma. High-

capacitymodels such as Transformers can capture fine-grained
protocol behavior and improve accuracy on difficult or drift-
ing traffic, but applying them uniformly to every flow is
too expensive for a real-time network appliance, and be-
comes especially untenable at 100 Gbps-scale input rates.
Lightweight models offer attractive throughput, but their
limited capacity makes them brittle on long-tail services,
encryption-variant shifts, and sudden changes in traffic mix.
In operational terms, the system is squeezed between seman-
tic depth and data-plane throughput: robustness asks for a
heavy model, while high-speed processing asks for a light
model whose surrounding data path can also scale.
Existing encrypted-traffic classification systems usually

resolve this tension via a static design point. Statistical and
sequence-based methods are efficient but depend on shal-
low features and often require complete flows [38, 51, 53].
Deep learning and pre-training methods improve representa-
tion quality [8, 24, 34, 75, 78], but their inference costs make
them difficult to deploy directly in high-speed settings. More
importantly, a single uniform pipeline cannot exploit the
asymmetry of real traffic: most flows are easy and repeti-
tive, while only a small fraction requires expensive semantic
inspection.

We propose Prometheus, a heterogeneous collaborative
system for high-throughput encrypted traffic analysis. As
shown in Fig. 1, Prometheus decouples real-time inference
from deep semantic analysis. A Light Model runs on the fast
path and processes the majority of flows with low latency. In
parallel, a Heavy Model runs as a backend semantic engine
for low-confidence flows, where it provides more accurate
predictions and generates distillation targets. An online evo-
lution loop updates the Light Model asynchronously, allow-
ing the data plane to adapt to concept drift without blocking
packet processing.
This architecture turns robustness from a per-flow cost

into a scheduled system resource. Confidence-based rout-
ing concentrates Heavy Model computation on flows where

it is most useful. Asynchronous distillation amortizes the
cost of adaptation over batches of difficult samples, and
atomic model switching confines update stalls to a short
control-plane event. Protocol-aware attention lets the Heavy
Model reason over encrypted side-channel structure, includ-
ing temporal locality, packet-size regularity, directionality,
and request-response causality, while the Light Model uses
compact CNN and statistical streams for efficient inference.
Our evaluation shows that Prometheus provides both

classification quality and deployable performance, includ-
ing a dedicated scaling study on a 100 Gbps-capable plat-
form. Across diverse TLS 1.3 and mixed-cipher datasets,
Prometheus maintains over 92% accuracy across encryption
variants. In a real-world 10 Gbps testbed, the collaborative
system achieves 9.8 Gbps throughput with 2.1 ms latency,
and the Light-only fast path reaches line rate with 0.3 ms
latency. On the 100 Gbps-capable multi-GPU platform, the
Light Model reaches 18.5 Gbps on one GPU and 44.7 Gbps on
four GPUs, while the original Heavy Model remains below
3 Gbps even with four GPUs. The breakdown shows that
NIC-to-host transfer and host-to-GPU movement, rather
than GPU inference alone, dominate the remaining latency.
The Light Model handles over 85% of flows without invoking
the Heavy Model, while online distillation restores accuracy
under drift.

This paper makes the following contributions:
• We present Prometheus, a heterogeneous heavy-light sys-
tem architecture that decouples line-rate encrypted traffic
classification from expensive protocol-semantic analysis.

• Wedesign confidence-driven routing, asynchronous online
distillation, and atomic Light Model installation to allocate
GPU resources to difficult flows while keeping the fast
path non-blocking.

• We introduce protocol-aware attention and head-aligned
pre-training to capture encrypted traffic structure from
observable metadata.

• We implement and evaluate Prometheus on a real 10 Gbps
testbed and a 100Gbps-capablemulti-GPU platform, demon-
strating line-rate 10 Gbps deployment, 44.7 Gbps Light
Model scaling, and a bottleneck analysis showing that
data movement becomes the dominant barrier on the path
toward 100 Gbps traffic analysis.

2 Background and Motivation
2.1 Representations of Network Flows
Network traffic is structurally heterogeneous and multi-
modal. While raw bytes offer fine-grained semantics in plain-
text, encryption randomization renders byte-level features
sparse and brittle. To recover implicit semantics under en-
cryption, classifiers rely on complementary side-channel
views: temporal dynamics (IAT) for application pacing, packet
length and direction for protocol fingerprints, and observable
transport structure for request-response dependencies.
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Gap in existing research. Existing works [11, 28, 33,
34, 41, 55, 68, 75, 78] often treat these modalities in isola-
tion or via concatenation, failing to capture the intrinsic
structural priors inherent in network protocols. For instance,
request-response behavior imposes causal constraints, where
an uplink request shapes the expected characteristics of sub-
sequent downlink responses. Generic fusion mechanisms
treat traffic as flat data sequences, lacking the structural pri-
ors to explicitly model such cross-modal causalities. This
leads to feature misalignment and limited interpretability—
a gap that motivates architectures capable of embedding
protocol-level knowledge directly into feature learning.

2.2 The Asymmetry of Traffic Complexity
A critical, yet often overlooked, characteristic of network
traffic is the asymmetry in classification difficulty, which
manifests in two dimensions:
Systemic Asymmetry. Our collaborative-inference re-

sults later show that, at 𝜃 = 0.5, our Light Model handles
roughly 84–85% of flows without needing to invoke the
Heavy Model. This observation motivates treating expensive
semantic analysis as a scarce backend resource rather than
a per-flow cost. The remaining low-confidence traffic, such
as rare services, encrypted tunnels, or drifted protocol be-
haviors, requires the high-capacity reasoning of large-scale
Transformer models.

Load Asymmetry. This distribution creates a systems
challenge. Existing deployments typically apply the same
model to every flow, so the worst-case cost of a high-capacity
classifier becomes the common-case cost of the entire appli-
ance. Transformer models in particular have deterministic
and expensive computational footprints (e.g., 𝑂 (𝐿2) com-
plexity). When a burst contains many ambiguous or drifted
flows, a uniform heavy pipeline can saturate GPU queues
and cause receive-buffer buildup even if the average traffic
rate remains within the nominal link capacity. Without an
architectural mechanism to decouple simple screening from
deep inspection, the system lacks a computational circuit
breaker for load spikes.

2.3 Motivation and Design Goals
Based on the representational gaps and the systems pressure
of uniform pipelines, we define three primary design goals
for Prometheus:

G1: Protocol-Aware Semantic Fusion. Instead of prior-
blind concatenation, the system must explicitly model the
structural dependencies (e.g., request-response causality)
between different traffic views to produce transferable rep-
resentations across traffic mixes.

G2: Decoupled Heavy-Light Inference. To resolve the
tension between representation depth and line-rate service,
the architecture should decouple deep protocol inspection
from high-throughput screening. This allows the system to

dynamically allocate its computational budget, routing only
“hard samples” to the expensive backend.

G3: Closed-Loop Online Adaptation. To handle con-
cept drift without requiring online ground-truth labels, the
system requires a self-evolving mechanism where the heavy
model acts as a dynamic teacher, distilling its knowledge
back to the light model in real-time.

3 System Model and Assumptions
We target an encrypted-traffic analysis appliance deployed
at a network edge or enterprise gateway. The appliance re-
ceives traffic from a high-speed NIC, extracts observable side-
channel features without decrypting payloads, and classifies
flows for downstream monitoring or policy enforcement.
The deployment contains a fast data path for common-case
inference and a GPU-backed slow path for deeper semantic
analysis.
Traffic model. Encrypted traffic is heterogeneous and

non-stationary. Most flows are repetitive web, update, and
service traffic whose behavior can be recognized from shal-
low side-channel features. A smaller long-tail portion con-
tains rare services, bursty flows, encryption-variant shifts, or
protocol behaviors that require richer modeling. Traffic also
arrives in bursts, so the classifier must tolerate short-term
load spikes without blocking the receive path.
Performance target. The system is designed to sustain

line-rate processing on a 10 Gbps deployment and to expose
the scaling bottlenecks that arise on 100 Gbps-class plat-
forms. Its primary systems goals are sustained throughput,
millisecond-scale end-to-end latency, bounded heavy-model
invocation rate, and stable accuracy under concept drift.
Assumptions. Prometheus observes packet sizes, direc-

tions, timing, and transport metadata such as TCP sequence
and acknowledgment numbers when available. It does not
inspect plaintext payloads or require application coopera-
tion. The Heavy Model can run on a backend GPU and may
update the Light Model asynchronously; the data plane con-
tinues serving traffic with the currently active Light Model
while distillation is running. The routing decision is made
solely from the Light Model’s own output confidence; no
separate mechanism pre-classifies a flow as “heavy” or “light”
before inference.
Stress conditions. We model operational stress from

extreme traffic loads and distribution shifts. Examples in-
clude sudden increases in low-confidence flows, cipher-suite
changes such as AES-to-ChaCha transitions. These stresses
primarily affect system load, routing decisions, and adapta-
tion frequency.

4 Prometheus Design
4.1 Overview
We propose Prometheus, an adaptive collaborative system
that separates line-rate inference from deep protocol-semantic
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Figure 2. The framework of Prometheus.

analysis. The fast path is a resource-friendly Light Model
(§4.3) that classifies the majority of flows with bounded la-
tency. The slow path is a backend Heavy Model (§4.2) that
uses protocol-guided attention to analyze ambiguous flows.
As illustrated in Fig. 2, a confidence-driven scheduler (§4.4)
connects the two paths: high-confidence flows are released
immediately, while low-confidence flows are mirrored to
the Heavy Model and buffered for online distillation. Up-
dated Light Model weights are installed asynchronously, so
adaptation does not block packet processing.
Design rationale.We choose heavy-light collaboration

instead of pure hardware offload because encrypted traffic
semantics evolve faster than fixed-function dataplane logic;
hardware should accelerate inference and data movement,
while software models preserve flexibility. This follows the
broader systems lesson from edge traffic analytics that for-
warding and deep analysis should be decoupled and con-
nected asynchronously [23]. We use confidence-based rout-
ing instead of round-robin or random splitting because traffic
difficulty is asymmetric: most flows are easy and should not
consume Heavy Model capacity. We use online distillation
instead of periodic retraining or manual labeling because
concept drift can occur during deployment, and the Heavy
Model can generate adaptation signals from the same low-
confidence flows that stress the system.

4.2 Heavy Model: Protocol-Aware Representation
Learning

The Heavy Model is designed to extract robust, protocol-
aware representations from encrypted traffic that support
both high-accuracy classification and effective knowledge
transfer. Our design addresses two critical limitations in
existing deep learning approaches: (1) treating network
flows as homogeneous sequences, thereby overlooking
intrinsic protocol structure, and (2) relying on implicit,

data-driven learning without leveraging domain-specific
priors.
To overcome these challenges, we propose two comple-

mentary innovations. First, Protocol-Aware Multi-Head At-
tention (§4.2.1) injects observable protocol priors—such as
temporal locality, directional asymmetry, and request-response
causality—directly into the self-attentionmechanism as learn-
able inductive biases, enabling the model to focus on seman-
tically meaningful interaction patterns while maintaining
robustness to noise. Second, Head-Aligned Multi-Task Pre-
training (§4.2.2) constructs self-supervised objectives that
are explicitly aligned with each attention head, ensuring
that protocol priors are effectively internalized during train-
ing on unlabeled, noisy traffic. Together, these mechanisms
ground the model in protocol semantics while preserving
adaptability to diverse encrypted protocols.

4.2.1 Protocol-Aware Multi-Head Attention. Standard
Transformer attention often yields uninterpretable, “noisy”
dependencies in encrypted traffic (Fig. 3, top). To enhance
interpretability, we inject protocol-level priors that mimic
expert analysis. As illustrated by the “Direction Head” (Fig. 3,
bottom), our approach explicitly aligns the model’s focus
with intrinsic protocol structures such as directional con-
sistency ensuring representations are grounded in protocol
semantics rather than generic data-driven correlations.
Formally, given a flow representation H consisting of 𝑁

packets, the attention computation of theℎ-th head is defined
as:

Attnℎ = Softmax

(
QℎKT

ℎ√
𝑑𝑘

+ 𝜆ℎ · Bℎ

)
Vℎ, (1)

whereQℎ andKℎ denote content-based projections capturing
byte-level semantics; Bℎ ∈ R𝑁×𝑁 is a protocol bias matrix
constructed from packet metadata; and 𝜆ℎ is a learnable
scaling factor that adaptively controls the strength of prior
injection.
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Figure 3. Motivation for the Direction Head. Traditional
attention scores are often uninterpretable across different
traffic types. Our Direction Head enhances feature repre-
sentation by explicitly attending to same-direction packets,
thereby capturing robust directional priors.

We design five parallel attention heads in total: one stan-
dard content head and four protocol-guided functional heads.

Temporal ProximityHead. Network traffic exhibits strong
temporal locality, where packets belonging to the same in-
teraction round tend to arrive in close temporal proximity.
However, inter-arrival times (IATs) span a wide dynamic
range, from microsecond-level ACKs to second-level keep-
alive messages, and are heavily affected by network jitter.
Linear positional encodings are therefore insufficient to cap-
ture such multi-scale temporal characteristics. To address
this, we model temporal relationships using a logarithmic-
scale Gaussian kernel. The bias between packets 𝑖 and 𝑗 is
defined as:

Btemp
𝑖, 𝑗

= −
(
log10 ( |Δ𝑡𝑖, 𝑗 | + 1)

𝜎𝑡

)2
, (2)

where Δ𝑡𝑖, 𝑗 denotes the time difference in milliseconds, and
𝜎𝑡 is a hyperparameter controlling the temporal bandwidth
of the kernel. Through logarithmic transformation, this de-
sign captures both dense traffic bursts and sparse control
signals, while suppressing jitter-induced noise and encour-
aging the model to focus on temporally adjacent semantic
groups.

Size Similarity Head. In encrypted protocols, packet size
serves as a key functional fingerprint. For example, MTU-
sized packets often correspond to file transfers, whereas
small packets may indicate handshakes or acknowledgments.
Based on the assumption that functionally similar packets
tend to have similar sizes, we compute pairwise size similar-
ity within a local window𝑤𝑠 :

Bsize
𝑖, 𝑗 = I( |𝑖 − 𝑗 | ≤ 𝑤𝑠 ) ·

min(𝑠𝑖 , 𝑠 𝑗 )
max(𝑠𝑖 , 𝑠 𝑗 ) + 𝜖

, (3)

where 𝑠𝑖 is the packet size,𝑤𝑠 is the window size, I(·) is the
indicator function, and 𝜖 is a small constant for numerical sta-
bility. This bias encourages the aggregation of packets with
similar transmission characteristics, allowing the model to

cluster functionally coherent subsequences within complex
flow sequences.

Directional Consistency Head. Real-world traffic often
exhibits strong directional dominance (e.g., massive down-
stream in file downloads). This head enforces directional
priors by strengthening the attention between packets trav-
eling in the same path. As shown in Fig. 3, this mechanism
prevents the model from being distracted by interleaving
noise and forces it to focus on the continuous data stream
within a single direction, which is critical for identifying
asymmetric protocol behaviors such as media streaming or
bulk content delivery. The directional bias is defined as:

Bdir
𝑖, 𝑗 = I(𝑑𝑖 = 𝑑 𝑗 ) · I( |𝑖 − 𝑗 | ≤ 𝑤𝑑 ), (4)

where 𝑑𝑖 ∈ {+1,−1} denotes packet direction (uplink or
downlink), and𝑤𝑑 is the window size. This formulation ex-
plicitly promotes semantic aggregation within homogeneous
directional packet sequences.

Protocol Semantics Head with Hybrid Interaction. To
model request-response causalitywhile avoiding over-reliance
on TCP plaintext headers (which limits applicability toQUIC/UDP
traffic) we design a hybrid fallback mechanism:
• TCP-AwareMode:When valid TCP headers are available,
precise causal matching is performed using sequence and
acknowledgment numbers:

Btcp
𝑖, 𝑗

= I(Ack𝑗 = Seq𝑖 + Len𝑖 ) · I( 𝑗 > 𝑖) (5)

• Heuristic FallbackMode: For non-TCP traffic (e.g., QUIC),
the mechanism falls back to direction-based inference with
different confidence weights:

Bfb
𝑖, 𝑗 =


𝛼strong if 𝑑𝑖 = Out, 𝑑 𝑗 = In, 𝑗 > 𝑖
𝛼weak if 𝑑𝑖 = In, 𝑑 𝑗 = Out, 𝑗 > 𝑖
0 otherwise

(6)

This design sets 𝛼strong > 𝛼weak to reflect the stronger
causal determinism of outbound requests (Out → In) over
inbound responses. It enables the model to exploit precise
semantics when available whilemaintaining robust inference
for fully encrypted protocols like HTTP/3.

Adaptive Head Gating as Meta-Controller. To capture
category-specific protocol patterns (e.g., temporal jitter in
VoIP vs. bursty bursts in HTTPS) that static attention fails
to model, we propose an Adaptive Head Gating mechanism.
We first derive a global representation h𝑔 via average pool-
ing over the packet sequence. A lightweight network then
computes dynamic head weights g:

g = 𝜎 (𝑊2 · ReLU(𝑊1h𝑔)), (7)

where𝑊1,2 are learnable weights and 𝜎 denotes the sigmoid
function. Unlike standard concatenation, the final represen-
tation is a dynamically weighted sum of heads scaled by g.
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Table 1. Alignment between Protocol-Aware Attention
Heads and Pre-training Tasks.

Attention Head Pre-training Task Scope

Content Head Packet Type Prediction Packet
Temporal Head IAT Bucket Prediction Packet
Size Head Log-Scale Size Regression Packet
Directional Head Direction Prediction Packet
Semantics Head Adjacency Prediction Pair

All Heads (via g) Flow Statistical Reconstruction Flow

This meta-controller prioritizes task-relevant feature chan-
nels (e.g., temporal vs. semantic) in real-time, significantly
enhancing cross-scenario generalization.

4.2.2 Head-Aligned Multi-Task Pre-training. To inter-
nalize protocol priors, we align multi-task pre-training with
specialized heads. Masked packet modeling captures the
foundational semantic substrate for each head, which multi-
modal prediction subsequently specializes into protocol-aware
features. Contrastive learning then enforces robustness against
environmental noise (e.g., jitter and packet loss). Following
Tab. 1, the joint loss Ltotal is defined as:

Ltotal = 𝜆𝑚𝑝𝑚L𝑚𝑝𝑚 + 𝜆𝑚𝑚L𝑚𝑚 + 𝜆𝑐𝑜𝑛L𝑐𝑜𝑛, (8)
where the terms correspond to masked packet modeling,
head-aligned multi-modal prediction, and contrastive learn-
ing, respectively.

(1) Masked Packet Modeling (MPM). To provide a foun-
dational semantic substrate for all attention heads, we ran-
domly mask a subset of packetsM and require the model to
reconstruct their embeddings h𝑖 :

L𝑚𝑝𝑚 = 1 − 1
|M|

∑︁
𝑖∈M

ĥ⊤𝑖 h𝑖
∥ĥ𝑖 ∥∥h𝑖 ∥

(9)

Instead of targeting a specific head, MPM forces the encoder
to capture universal contextual dependencies across the en-
tire flow. This foundational representation serves as the pri-
mary semantic carrier, which is then refined and specialized
by the subsequent protocol-guided heads.

(2) Head-Aligned Multi-Modal Prediction. To enforce
that each protocol-guided head learns its intended seman-
tics, we design a set of lightweight, self-supervised prediction
tasks aligned with the attention heads in Tab. 1. These tasks
leverage only metadata observable under encryption and op-
erate at packet or adjacent-pair level. Specifically, we predict
packet roles for the content head, discretized IAT buckets for
the temporal head, log-scaled sizes for the size head, next-
hop direction for the directional head, and request–response
adjacency for the semantics head (using direction and, when
available, TCP Seq/Ack signals). In addition, we include a
flow-level statistical reconstruction task that regularizes the

aggregated representation g by recovering aggregate statis-
tics (e.g., size/IAT summaries, direction ratios). The combined
multi-modal loss is

L𝑚𝑚 =
∑︁
𝑡

𝛼𝑡L𝑡 + 𝛼𝑠𝑡𝑎𝑡L𝑠𝑡𝑎𝑡 , (10)

where weights 𝛼𝑡 balance the contribution of each task. Due
to space constraints, formal definitions of each loss term
L𝑡 are deferred to the supplementary material. This head-
aligned supervision strengthens the semantic specialization
of individual heads while maintaining robustness across di-
verse encrypted protocols.

(3) Contrastive Representation Learning. While MPM
and multi-modal tasks focus on local protocol structures,
they may overfit to incidental fluctuations. To learn robust
“flow fingerprints” invariant to environmental noise (e.g.,
jitter or packet loss), we employ contrastive learning. We
generate two augmented views (g, g+) via cropping and tem-
poral perturbations, then minimize the InfoNCE loss:

L𝑐𝑜𝑛 = − log
exp(sim(g, g+)/𝜏)∑
𝑗 exp(sim(g, g+

𝑗
)/𝜏) , (11)

where sim(u, v) = u⊤v
∥u∥ ∥v∥ denotes the cosine similarity be-

tween representations, and 𝜏 is a temperature parameter.
This joint framework ensures themodel captures fine-grained
semantics, protocol logic, and global invariance, bridging the
semantic gap in encrypted traffic analysis.

4.3 Light Model: Line-Rate Fast-Path Inference
To enable real-time, low-latency traffic classification in high-
speed network environments, we also design a lightweight
classifier (Light Model) that serves as the fast path. The core
design objective is to reproduce the discriminative capability
of the Heavy Model under extremely constrained computa-
tional budgets using resource-friendly architectures.

4.3.1 Global Importance-Guided Input Selection. A
critical challenge we face when designing a lightweight
model is the trade-off between input dimensionality and
information retention. Naive truncation (e.g., keeping only
the first 𝑁 bytes) can miss discriminative patterns in observ-
able TLS and transport bytes. To address this, we employ
a Global Importance-Guided Input Selection strategy, utiliz-
ing the pre-trained Heavy Model (Teacher) to identify the
most discriminative traffic regions. We define the importance
score 𝑆 (𝑘 )

𝑖, 𝑗
for the 𝑗-th byte of the 𝑖-th packet in the 𝑘-th flow

sample as the 𝐿2 norm of the element-wise product of the
embedding gradients and the embedding values:

𝑆
(𝑘 )
𝑖, 𝑗

=





 𝜕𝑦𝑐𝜕𝑒𝑖, 𝑗
⊙ 𝑒𝑖, 𝑗






2
, (12)

where 𝑦𝑐 is the logit of the target class and e(𝑘 )
𝑖, 𝑗

is the input
embedding vector. By aggregating these scores across the
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training set D, we generate a global importance heatmap:

I𝑔𝑙𝑜𝑏𝑎𝑙 [𝑖, 𝑗] =
1
𝑁

𝑁∑︁
𝑘=1

𝑆
(𝑘 )
𝑖, 𝑗

(13)

Based on I𝑔𝑙𝑜𝑏𝑎𝑙 , we apply a greedy selection algorithm to
identify the top-𝐾 most salient packets and optimal byte win-
dows. This yields a static global configuration that directs the
Light Model’s limited receptive field to the most “average-
significant” observable byte regions (e.g., TLS handshake
extensions or record-layout patterns), maximizing discrimi-
native power under strict resource constraints.

4.3.2 Architectural Design: Dual-Stream Fusion. Un-
like the Heavy Model, which relies on stacked Transformer
blocks, the Light Model adopts a parallel dual-stream archi-
tecture to separately capture packet-level local patterns and
flow-level statistical behaviors:

Byte-level Stream: This stream leverages a compact 1D-
CNN encoder to process the globally selected𝑁 bytes of each
packet (as determined by the importance analysis). Com-
pared to the 𝑂 (𝑛2) complexity of Transformers, 1D-CNNs
operate in linear time 𝑂 (𝑛) for extracting local protocol
header patterns (e.g., TLS versions and handshake artifacts),
and naturally support resource-friendly pipelined paralleliza-
tion.
Statistical Stream: This branch takes packet length se-

quences, direction sequences, and inter-arrival times (IAT)
as input. A multi-layer perceptron maps these discrete se-
quence features into a continuous embedding space, provid-
ing macroscopic traffic context for classification.

4.3.3 Dynamic Feature Gating. Since the contribution of
different modalities varies significantly across traffic types,
we introduce a Dynamic Feature Gating mechanism that
dynamically adjusts feature weights based on global flow sta-
tistics. Let v𝑏𝑦𝑡𝑒 and v𝑠𝑡𝑎𝑡𝑠 denote the flow-level representa-
tions aggregated from the byte-stream and statistical-stream,
respectively. We extract a global context vector G𝑠𝑡𝑎𝑡𝑠 ∈ R3

by averaging the log-scaled packet length, direction, and log-
scaled inter-arrival time (IAT) across the flow. The gating
network generates normalized weights via an MLP followed
by Softmax, and computes the fused flow representation as:

f𝑔𝑙𝑜𝑏𝑎𝑙 =
∑︁

𝑚∈{byte,stats}
Softmax

(
MLP𝑔𝑎𝑡𝑒 (G𝑠𝑡𝑎𝑡𝑠 )

)
𝑚
·v𝑚, (14)

where Softmax(·)𝑚 denotes the weight assigned to modality
𝑚. This design enables the Light Model to adapt its decision
strategy to each flow: increasing reliance on byte-level fea-
tures for short flows with distinctive handshake or transport
cues, while favoring statistical features for long flows where
payload information is obfuscated but behavioral regularities
persist (e.g., video streaming).

4.4 Collaborative Mechanism: Distillation &
Evolution

4.4.1 Protocol-AwareKnowledgeDistillation. To bridge
the representational gap, we initialize the LightModel through
offline supervised distillation from theHeavyModel (teacher)
to the Light Model (student):

L𝑑𝑖𝑠𝑡𝑖𝑙𝑙 = 𝛼L𝐶𝐸 (𝑦, 𝜎 (z𝑠 )) + (1 − 𝛼)L𝐾𝐷 , (15)

L𝐾𝐷 = 𝜏2𝐷𝐾𝐿

(
𝜎

( z𝑡
𝜏

) 


 𝜎 ( z𝑠
𝜏

))
, (16)

where 𝑦 is the offline ground-truth label, 𝜎 (·) is the Softmax
function, 𝜏 is the temperature, and z𝑡 , z𝑠 are the teacher and
student logits, respectively. This process transfers complex
protocol-aware decision boundaries to the student without
increasing its inference latency.

4.4.2 Continuous Online Evolution. To achieve high
throughput and robust accuracy in real-time scenarios, we
design a confidence-aware hierarchical inference mecha-
nism (Fig. 4). Incoming traffic is first processed by the Light
Model on edge devices. Using the maximum class probabil-
ity 𝑝max =max(𝜎 (z𝑠 )) as the confidence metric, the system
routes traffic through two paths: when 𝑝max ≥ 𝜃 , predic-
tions are directly output; otherwise, flows are mirrored to a
backend GPU server where the Heavy Model performs deep
semantic analysis. This design allows operators to balance
accuracy, latency, and backend GPU load by adjusting the
threshold 𝜃 .
Importantly, this routing requires no prior knowledge of

which flows are difficult: every flow first traverses the Light
Model, and the maximum softmax probability from that sin-
gle forward pass serves as a zero-cost uncertainty proxy. We
deliberately avoid more sophisticated uncertainty estimators
(such as deep ensembles or Monte-Carlo dropout) because
their repeated inference or additional models would add
fast-path latency, thereby incompatible with 10–100 Gbps
line-rate operation.

In a live deployment, the input budget is collected starting
from the first packet. A flow is classified once ten packets
have been collected, or earlier when the flow terminates
with fewer than ten packets. High-confidence Light Model
results are available immediately after this inference. A low-
confidence flow has its Light Model result available first
and is then mirrored to the Heavy Model, whose result is
a later refinement for downstream consumers that accept
asynchronous updates.
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Flows routed through the slow path serve dual purposes:
providing accurate immediate predictions and enabling con-
tinuous adaptation. The backend server buffers these chal-
lenging samples, and the HeavyModel generates reliable soft
labels using Protocol-Aware Multi-Head Attention. Online
updates use these Heavy Model soft targets as pseudo-labels;
ground-truth labels are used only during offline training and
evaluation. Since traffic distributions exhibit concept drift
due to protocol updates or evolving obfuscation strategies,
periodic model evolution is necessary.

The Heavy Model is a bounded asynchronous backend. If
the low-confidence arrival rate is 𝑝 (𝜃 )𝑅 and theHeavyModel
service capacity is𝐶𝐻 , stable operation requires 𝑝 (𝜃 )𝑅 ≤ 𝐶𝐻 .
A deployment can bound the slow-path queue and handle
excess requests according to its latency and accuracy re-
quirements while retaining Light Model service on the fast
path.
When the low-confidence buffer exceeds a threshold or

redirection frequency increases significantly, incremental
distillation is triggered. The Light Model is fine-tuned on
newly collected samples with the Heavy Model as teacher,
focusing on updating the gating network and 1D-CNN ker-
nels. Updated parameters are then pushed to edge devices
for seamless deployment. This closed-loop design ensures
sustained performance in dynamic environments while min-
imizing manual re-labeling costs.

5 Evaluation
We evaluate Prometheus as a deployable encrypted-traffic
analysis system, focusing on classification quality, heavy-
light runtime behavior, online adaptation, and end-to-end
performance. The evaluation centers on whether the sys-
tem can sustain real 10 Gbps processing, how it scales on
a 100 Gbps-capable multi-GPU platform, and where bottle-
necks emerge along the NIC/host/GPU path.

5.1 Experimental Setup
Unless otherwise specified, model training, classification
experiments, and ablation studies are conducted in PyTorch
on a server with eight NVIDIA V100 GPUs based on the
Volta architecture. The end-to-end deployment and scaling
testbeds are described separately in Sec. 5.4 and Sec. 5.5.
Model architecture and hyperparameter settings are detailed
in the supplementary material.
Datasets.We pre-trained our model on MAWI [13] and

CIC-IoT-2022 [15] (68 GB raw PCAP, 3M bidirectional flows),
and evaluate on CipherSpectrum [58], CSTNET-TLS 1.3 [34],
and DataCon2021 [16], covering modern TLS 1.3 variants,
real-worldweb traffic, and encrypted proxy traces. Full dataset
statistics and descriptions are provided in the supplementary
material. The downstream labels correspond to the opera-
tional task represented by each dataset: application/domain

Table 2. Core classification results (macro-F1). Full
AC/PR/RC/F1 metrics are provided in the supplementary
material.

Method CST A-128 A-256 CHA MIX DataC Avg.

ET-BERT 0.865 0.604 0.616 0.559 0.328 0.875 0.641
YaTC 0.899 0.895 0.873 0.800 0.828 0.824 0.853
TrafficFormer 0.852 0.408 0.454 0.404 0.383 0.896 0.566
NetMamba 0.809 0.802 0.757 0.733 0.759 0.060 0.653
Ours 0.939 0.942 0.941 0.936 0.922 0.958 0.940

identification for CipherSpectrum andCSTNET-TLS 1.3, cipher-
variant robustness across the AES-128, AES-256, ChaCha20,
and mixed subsets, and encrypted-proxy traffic identification
for DataCon2021. These are flow-level predictions intended
for monitoring and traffic-management decisions; they do
not require plaintext inspection.
Data Processing. Raw traffic is converted into bidirec-

tional flows via SplitCap. Following the evaluation standard
of Zhao et al. [76], we use a per-flow split: all packets belong-
ing to one flow remain in exactly one partition, preventing
implicit flow identifiers from leaking across train, validation,
and test sets. We mask “shortcut features” (e.g., IPs/ports)
and use a 7:1.5:1.5 train/validation/test ratio. To support early
inference, flows are truncated to the first 10 packets and 300
bytes per packet.
Baselines & Metrics. We compare our method against

representative state-of-the-art paradigms, including ET-BERT
[34], TrafficFormer [78] (Transformer-based), YaTC [75] (MAE-
based), and NetMamba [55] (SSM-based). We use the official
implementations and released checkpoints when available,
fine-tune all models on the same downstream partitions, and
provide the same first-10-packet/300-byte-per-packet budget.
Throughput uses the same replay, batching, and measure-
ment procedure for every model. Classification quality is
evaluated using accuracy, macro-averaged precision, recall,
and F1-score. System performance is evaluated using sus-
tainable input bandwidth, end-to-end batch latency, Heavy
Model call rate, latency breakdown, and multi-GPU scaling.

5.2 Classification Performance Comparison
We evaluate Heavy Model performance against baselines
under full fine-tuning on six datasets spanning standard
TLS 1.3 traffic, multiple cipher suites, mixed-encryption sce-
narios, and encrypted proxy-traffic analysis. Tab. 2 reports
the macro-F1 scores most relevant to model quality; full met-
ric breakdowns are deferred to the supplementary material.

On standard CSTNET-TLS 1.3, our method reaches 93.9%
F1, outperforming YaTC by 4.0 points. Across different ci-
pher suites and mixed-encryption scenarios, most baselines
degrade substantially. TrafficFormer drops from 85.2% to
40.8% F1 on TLS-AES-128-GCM, whereas our method main-
tains over 92% F1 across all variants. This stability suggests
that our model captures encryption-invariant patterns rather
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Table 3. Per-class Heavy Model error breakdown. We report the lowest-F1 class in each test set and its largest outgoing
confusion; the three lowest-F1 classes per dataset, with precision, recall, and support, are detailed in the supplementary
material.

Dataset Hardest class Recall / F1 / support Largest outgoing confusion

AES-128-GCM googletagmanager.com 0.467 / 0.636 / 150 google-analytics.com (80)
AES-256-GCM googletagmanager.com 0.527 / 0.690 / 150 google-analytics.com (71)
ChaCha20-Poly1305 googletagmanager.com 0.380 / 0.545 / 150 google-analytics.com (93)
Mixed googletagmanager.com 0.612 / 0.671 / 152 google-analytics.com (59)
CSTNET-TLS 1.3 class 74 0.444 / 0.571 / 18 classes 11 and 65 (3 each)
DataCon2021 netch (class 10) 0.867 / 0.839 / 15 v2ray (2)

than cipher-specific artifacts. On DataCon2021, which con-
tains encrypted proxy traffic with heterogeneous tunnel be-
haviors, we achieve 95.8% F1 versus TrafficFormer’s 89.6%.
We analyze the most difficult classes in each dataset to

identify where classification errors occur and what traffic
characteristics contribute to them. Table 3 shows that er-
rors are concentrated in a small number of classes within
each dataset. In all four CipherSpectrum variants, google
tagmanager.com shows the same error pattern: it is most of-
ten confused with google-analytics.com. This persistent,
asymmetric confusion across cipher suites suggests overlap
in their early-flow side-channel patterns; the supplementary
material examines this pair in detail. CSTNET uses anony-
mous numeric labels, so we report its difficult classes by ID.
In DataCon2021, WireGuard and OpenVPN-over-UDP are
classified correctly in the held-out test set, while the remain-
ing errors concentrate on Netch and V2Ray (F1 0.839 and
0.867), two multi-protocol proxy clients whose observable
behavior depends on the relayed traffic.

Under frozen-encoder evaluation, our method consistently
outperforms baselines; notably, it maintains 67.19% accuracy
on AES-128 where YaTC and TrafficFormer drop below 12%,
demonstrating that protocol-aware inductive biases enable
transferable representations.

5.3 Collaborative Inference and Online Adaptation
We next evaluate the runtime collaboration policy. The goal
is not only to improve aggregate accuracy, but also to ver-
ify that the Heavy Model is invoked selectively and that
online distillation reduces sustained backend pressure after
distribution shifts.
Overall Performance Gain. To quantify the benefits

of the collaborative inference mechanism, we designed a
comparative experiment across six datasets. We measured
the classification accuracy of the standalone Light Model and
compared it against the deployed online dual-model system
with a fixed confidence threshold of 0.5, to verify whether
the Heavy Model can effectively compensate for the Light
Model’s capacity constraints on complex traffic samples.

As illustrated in Fig. 5, the collaborative system exhibits a
consistent performance advantage over the standalone Light
Model across all datasets. The accuracy improvements range

Figure 5. Comparison of classification accuracy between the
standalone Light model and the online dual-model system
across six datasets (confidence threshold 𝜃 = 0.5).

(a) CSTNET (b) AES-128

Figure 6. Analysis of the Accuracy-Efficiency Trade-off. The
plots demonstrate how the confidence threshold regulates
the balance between System Accuracy and Heavy Call Rate.

from 3.07% (on AES-256) to 7.89% (on Datacon). Notably, the
system boosts accuracy by over 5% on CSTNET and in the
overall average across the six datasets. These results validate
that the collaborative architecture effectively leverages the
Heavy Model’s superior representation capability to rectify
predictions for hard samples, thereby establishing a higher
upper bound for system performance.
We further investigated the trade-off between classifica-

tion precision and computational overhead. The core control
knob in our framework is the confidence threshold (𝜃 ), which
dictates the aggressiveness of offloading traffic to the Heavy
Model. We varied 𝜃 from 0 to 1 and recorded two metrics:
System Accuracy (left y-axis) and Heavy Call Rate (right
y-axis, representing the percentage of flows processed by
the Heavy Model).
Fig. 6 depicts this sensitivity analysis on the CSTNET

and AES-128 datasets. As the confidence threshold increases,
the system adopts a more conservative strategy, forwarding
more uncertain samples to the Heavy Model, which results
in higher accuracy but increased computational cost. Taking
the AES-128 dataset (Fig. 6b) as a case study, 𝜃 = 0.5 yields
94.2% accuracy with a Heavy Call Rate of only 16.1%. The
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(a) AES128⇒ Chacha20 (b) AES128⇒Mix

(c)Mix⇒ AES128 (d)Mix⇒ Chacha20

Figure 7. Performance recovery of the Light Model under
concept drift. The curves track accuracy evolution across the
Normal, Drift Adapt, and Retention phases. Online distilla-
tion enables the model to adapt to new encryption patterns,
where the 5-epoch strategy (blue) exhibits faster conver-
gence compared to the 1-epoch strategy (red).

(a) AES128⇒ Chacha20 (b) AES128⇒Mix

(c)Mix⇒ AES128 (d)Mix⇒ Chacha20

Figure 8. Evolution of system overhead during concept drift
adaptation. While the Heavy Model invocation rate typically
spikes on novel traffic, it may decrease when transitioning
to a less complex distribution.

marginal accuracy dip thereafter likely stems from stochastic
instability introduced by frequent online updates on noisy,
low-confidence samples. This operating point demonstrates
that our framework achieves high-precision classification
(exceeding the standalone Light Model) with minimal re-
source overhead, allowing administrators to flexibly balance
performance against constraints.

Adaptation to Evolving Environments. Beyond static
performance, we investigate the system’s robustness under
evolving network environments. We define concept drift as

0 20 40 60 80 100 120 140
Latency from offload start (ms)

11 68 34 24
Asynchronous Control Plane Overhead (Hidden)

Frontend Blocking
2.3 ms

Total: 139.5 ms | Blocking: 1.7%

Queue Heavy Train Deliver Install

Figure 9. Breakdown of the asynchronous online-update
feedback loop in a controlled trace. Heavy inference, student
training, and weight delivery run in the control plane; only
the final Light Model installation blocks the frontend.

scenarios where the traffic distribution shifts across encryp-
tion suites (e.g., fromAES-128 to ChaCha20). As illustrated in
Fig. 7, our experiment is conducted in three distinct phases:
(1) Normal, representing the original distribution; (2) Drift
Adapt, where the system encounters and learns from drifted
traffic; and (3) Retention, where we re-test the original traffic
to ensure no catastrophic forgetting has occurred. For each
drift scenario, we partition the data into 𝑘 segments, per-
forming online learning on the first 𝑘−1 unlabeled segments;
ground-truth labels are held out and used only to compute
the reported accuracy curves. We compare two learning in-
tensities: 1 epoch (red line) for rapid adaptation and 5 epochs
(blue line) to simulate scenarios with higher data availability.

Performance Recovery is evident in Fig. 7. In the chal-
lenging AES-128 ⇒ ChaCha20 transition (Fig. 7a), Light
Model accuracy plummets from 90.5% to 67.28% upon drift,
but progressively recovers to 72.71% (1 epoch) and 77.83%
(5 epochs) by segment 𝑆10. This significant improvement
demonstrates that the LightModel effectively internalizes the
Heavy Model’s protocol-aware knowledge through online
distillation, with higher learning intensity further accelerat-
ing the adaptation process. Crucially, in the Retention phase,
accuracy restores to 88.5%, confirming that the framework
successfully accommodates new patterns while maintain-
ing high performance on the original distribution without
catastrophic forgetting.
Simultaneously, System Overhead Reduction is analyzed

in Fig. 8. While the Heavy Call Rate (HCR) typically spikes
upon drift, it exhibits a significant drop in scenarios (c) and
(d). This is because transitioning from a high-entropy “Mix”
environment to a homogeneous single-protocol distribution
reduces classification ambiguity, allowing the Light Model
to operate with higher inherent confidence. Taking Fig. 8a as
an example, the HCR spikes at 𝑆2 (36.4%) but progressively
declines as the Light Model internalizes new patterns; by
𝑆10, the 5-epoch strategy achieves a faster reduction (30.5%)
than the 1-epoch baseline (33.9%). Finally, the rate subsides
to 16.5% in the Retention phase, confirming sustainable re-
source efficiency in fluctuating environments.
Non-blocking update path. The online update loop is

designed so that expensive work remains off the data path.
Fig. 9 reports a breakdown from a controlled online-update
trace. The first closed-loop update from difficult-flow offload
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Figure 10. The architecture of real-world testbed.

to frontend weight installation completes in 139.5 ms, but
Heavy Model inference, student training, and weight de-
livery run asynchronously in the control plane. The only
frontend-visible step is atomically installing the new Light
Model weights, which takes 2.3 ms. This supports the design
goal that model evolution can proceed without turning the
frontend classifier into a blocking retraining pipeline.

5.4 System Throughput and Latency
Real-world testbed. To evaluate practical deployment per-
formance, we build the 10 Gbps testbed shown in Fig. 10.
A TOYO Corporation SYNESIS traffic tester replays dataset
PCAPs to a GPU server through an Intel 82599ES 10 GbE
NIC. We implement a C-based DPDK receiver that writes
incoming traffic into a 4 GB host-memory buffer; Python
worker threads then parse flows, construct PyTorch tensors,
and submit GPU inference batches. The batch size of traffic-
flow tensors is 256. The server contains an NVIDIA RTX 4090
GPU based on the Ada Lovelace architecture, an Intel Core
i9-14900K CPU, and 80 GB of DRAM. This setup exercises the
full data path, including packet replay, DPDK receive, CPU
preprocessing, host-to-GPU transfer, and model inference.
Evaluation metrics. We evaluate the practical perfor-

mance of different models using two metrics: the end-to-
end bandwidth and latency. We define a model’s end-to-end
bandwidth as the maximum input traffic rate (Gbps) that
it can sustain without causing buffer overflow, while the
latency is the end-to-end delay to complete one data batch
on the testbed. This reported latency is the pipeline comple-
tion time for a batch of 256 already assembled flow tensors.
It therefore covers packet reception, CPU parsing, host-to-
GPU transfer, and inference after batching, but does not
include the time from a flow’s first packet to collecting its
input budget or the waiting time to assemble that flow into a
batch. Throughput experiments use rate-controlled PCAP re-
play without preserving the original inter-packet timing; the
packet-collection delays in Table 8 are computed separately
from the original trace timestamps.

Evaluation setup. Light andHeavymodels are co-deployed
on the GPU. We set 𝜃 = 0.5 in Prometheus, resulting in a
16% Heavy Model call rate. All baselines are evaluated using
the same traffic replay, batching, and measurement method-
ology.
Comparison and analysis. Fig. 11 depicts the practi-

cal inference performance of different methods. The com-
plete Prometheus system (Light+Heavy in Fig. 11) sustains
9.8 Gbps end-to-end bandwidthwith 2.1ms traffic-analysis la-
tency, achieving 1.97× the throughput of NetMamba (4.98 Gbps).
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Figure 11. The practical performance in real-world testbed.

The Light-only configuration reaches the 10 Gbps link rate
with 0.3 ms latency, corresponding to 333.3× the through-
put of ET-BERT and TrafficFormer (0.03 Gbps each). In con-
trast, the majority of baselines exhibit much lower inference
performance than Prometheus: YaTC, ET-BERT, and Traffic-
Former deliver less than 100 Mbps bandwidth with latency
over 600ms.With a lightweight state-space architecture, Net-
Mamba reaches 4.98 Gbps bandwidth. However, its inference
latency is 4.7× slower than that of Prometheus.
The ten-packet budget is a deliberately fixed operating

point that exposes enough bidirectional handshake and early
application dynamics while keeping preprocessing and trans-
fer bounded. The supplementary five-packet study shows
that the Light Model remains competitive with only five
packets. On the four CipherSpectrum cipher subsets, col-
lecting ten rather than five packets increases the median
collection time from 13.5–15.2 ms to 41.0–44.5 ms (an addi-
tional 27.4–29.2 ms), while Heavy Model macro-F1 increases
by 5.2–8.5 percentage points. Thus, ten packets is an explicit
accuracy–collection-time operating point, not a claim that
its latency is universally identical to five packets; CSTNET
and DataCon exhibit larger tails and are analyzed separately
in the supplementary material.
These results show that strong offline accuracy does not

by itself imply deployability in a high-speed traffic-analysis
pipeline. By combining a line-rate Light Model with selective
Heavy Model invocation and distillation, Prometheus pre-
serves high classification accuracy while remaining within
the throughput and latency envelope of a 10 Gbps deploy-
ment.

5.5 Bottleneck and Scaling Analysis
The 10 Gbps testbed establishes deployment feasibility and
shows baselines below line rate. The 100 Gbps-capable plat-
form therefore focuses on Prometheus scaling and bottle-
necks. This platform runs Ubuntu 22.04, DPDK 22.11, and
PyTorch 2.1, and contains four of the same RTX 4090 GPUs
as the 10 Gbps testbed, an Intel E810-2CQDA2 100 Gbps
NIC, dual Intel Xeon 6530 CPUs, 256 GB DRAM, and a
Spirent Landslide traffic tester. We measure the full pipeline
from traffic replay to GPU inference, including NIC-to-host
transfer, CPU feature processing, host-to-GPU transfer, and
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Figure 12. 100 Gbps-capable multi-GPU testbed used for bot-
tleneck and scaling analysis. The setup includes a 100 Gbps
traffic generator, a 100 GbE NIC, host CPU preprocessing,
PCIe transfer, and four GPUs, allowing us to measure the
full path from packet replay to inference.
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Figure 13. End-to-end latency breakdown on the 100 Gbps-
capable testbed. The Light Model reduces both preprocessing
and transfer cost; for the Heavy Model, CPU feature process-
ing and host-to-GPU transfer dominate total latency.
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Figure 14. Sustained throughput on the 100 Gbps-capable
multi-GPU testbed. The distilled Light Model scales from
18.5 Gbps on one GPU to 44.7 Gbps on four GPUs, while the
original Heavy Model remains below 3 Gbps even with four
GPUs.

model execution. Prometheus uses standard PyTorch opera-
tors without GPU-specific kernels and can run directly on
other CUDA-capable GPUs; the heavy–light architecture
remains unchanged across GPU platforms.

Latency breakdown. Fig. 13 decomposes end-to-end la-
tency for the distilled Light Model and the original Heavy
Model. For the Light Model, the full pipeline takes 1330 𝜇s:
NIC-to-memory transfer takes 518 𝜇s, CPU preprocessing
takes 7 𝜇s, host-to-GPU transfer takes 493 𝜇s, and GPU in-
ference takes 312 𝜇s. Thus, inference itself is no longer the
dominant cost; PCIe and host-memory movement account
for most of the remaining latency. For the Heavy Model,
total latency increases to 23.6 ms, with 13.9 ms spent in CPU
preprocessing and 6.0 ms in host-to-GPU transfer. These
two stages account for 84.3% of the Heavy Model pipeline,
showing that the large feature representation required by the

original model stresses CPU extraction and data movement
before GPU compute becomes the limiting factor.

Implication: data movement dominates at 100 Gbps
scale. The 100 Gbps-capable testbed shows that after model
compression, the limiting path is no longer only GPU in-
ference. Packets still traverse the NIC, host DRAM, CPU
preprocessing, PCIe, GPU memory, and GPU kernels; for the
optimized Light Model, NIC-to-memory and host-to-GPU
transfers already exceed GPU inference time. For the Heavy
Model, the larger representation further amplifies CPU fea-
ture extraction and host-to-GPU transfer, explaining why
adding GPUs alone does not turn it into a viable uniform fast
path. This points to a systems requirement beyond model
design: future high-speed traffic-analysis appliances need
lighter feature representations, feature-extraction offload, or
deployment-specific zero-copy paths. GPUDirect RDMA-like
mechanisms are a natural direction, but ordinary gateway or
Internet traffic does not always match RDMA-oriented de-
ployment assumptions, so the data path must be co-designed
with the observation point.

Multi-GPU scaling. Fig. 14 compares single- and four-
GPU throughput. The distilled LightModel reaches 18.5 Gbps
on one GPU and 44.7 Gbps on four GPUs. In contrast, the
HeavyModel reaches only 1.0 Gbps on one GPU and 2.8 Gbps
on four GPUs. This gap explains why the Heavy Model can-
not serve as the uniform fast path in a high-speed appliance,
even when additional GPUs are available. The Light Model’s
scaling is also sublinear, which is expected because data
movement and CPU-side flow preparation remain shared
bottlenecks. These results support the heavy-light architec-
ture: the Light Model provides the scalable data-plane path,
while the Heavy Model is reserved for low-confidence flows
where its semantic capacity is worth the backend cost.

5.6 Understanding the Design Choices
The preceding experiments show that Prometheus is accu-
rate, adaptive, and deployable. We finally examine why the
model design works: whether it learns protocol-relevant
structure rather than dataset artifacts, and whether the main
architectural components are necessary. We analyze seman-
tic behavior in the main text through dynamic gating and ser-
vice characterization; detailed head-coefficient visualizations
and probing-task results are provided in the supplementary
material.
Service-Granularity Behavior Analysis. We further

aggregate Layer 4 gating weights by service type on the AES-
128 dataset. Fig. 15 reveals four recurrent Head-Preference
Topologies: periodic services emphasize Temporal and Size
heads, static retrievals favor Size, complex infrastructures
activate Content/TCP cues, and sparse micro-interactions
form low-activation fingerprints. These patterns connect
the learned routing behavior to concrete communication
primitives; detailed per-service interpretations are provided
in the supplementary material.
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Figure 15. Adaptive head preference topologies across
service categories. (a) Periodic Automation emphasizes
temporal-size regularity, while Static Retrieval priori-
tizes size invariance. (b) Complex Infrastructure lever-
ages residual handshake metadata, whereas Sparse Micro-
interactions exhibit distinctive low-activation footprints.

Component Ablation. We conduct an ablation study to
assess each key component in Prometheus (Tab. 4); Head 1–4
denote Temporal, Size, Direction, and TCP, respectively.

Table 4. Ablation study (F1-score).
Method CST A-128 A-256 CHA MIX DataC Avg.

Ours-Base 0.939 0.942 0.941 0.936 0.922 0.958 0.940
w/o PT 0.853 0.931 0.596 0.913 0.897 0.245 0.739
w/o 4 Heads 0.915 0.931 0.925 0.919 0.884 0.958 0.922
w/o Head 1 0.928 0.929 0.922 0.919 0.882 0.953 0.922
w/o Head 2 0.918 0.931 0.941 0.935 0.923 0.941 0.931
w/o Head 3 0.927 0.936 0.943 0.933 0.913 0.952 0.934
w/o Head 4 0.929 0.945 0.937 0.930 0.910 0.958 0.935
w/o Gate 0.922 0.928 0.939 0.915 0.889 0.961 0.926

Pre-training is essential: removing it reduces average
F1 from 0.940 to 0.739. The largest drop occurs on DataCon
(from 0.958 to 0.245), the smallest downstream dataset with
approximately 1K flows, where training the Heavy Model
from scratch provides insufficient supervision.
Protocol-guided attention heads provide complemen-

tary benefits. Removing all four heads reduces average F1
by 1.8%. Individual ablation yields dataset-dependent drops
(average 0.5%–1.8% per head), confirming the value of in-
jecting structured priors: Temporal Head (capturing packet
timing proximity), Size Head (packet length similarity), Direc-
tion Head (directional consistency), and TCP Head (request–
response and interaction semantics). The modest drop from
removing a single head should be interpreted in the con-
text of head-aligned pre-training: the remaining heads and
multi-task objectives have already encoded correlated side-
channel structures, so they can partially compensate for one
missing protocol cue. To further separate architecture from
generic pre-training, we also evaluate a vanilla pre-training
control that uses the same data and training budget but re-
moves the four protocol-aware heads and their aligned tasks;
on AES-128, F1 drops from 94.2% to 85.0%. This shows that

the benefit comes from the joint protocol-aware represen-
tation rather than from any single isolated head or from
pre-training alone.

Adaptive gating further improves robustness in mixed or
drifting traffic: disabling it lowers average F1 by 1.4%, with
a more pronounced drop on TLS-MIX (3.3%). This supports
dynamic re-weighting of protocol cues under non-stationary
conditions.

6 Discussion and Limitations
Operating limits. Prometheus treats the Heavy Model as
a scarce backend resource rather than an always-available
oracle. When the Light Model error rate or low-confidence
rate rises, operators can increase Heavy Model coverage, ad-
just the confidence threshold, or apply admission control to
protect the receive path. If low-confidence traffic exceeds the
configured Heavy Model budget for a sustained period, the
system must trade accuracy, latency, and loss by returning
Light Model predictions, batching slow-path requests, drop-
ping excess slow-path work, or provisioning more GPUs.
Our prototype exposes Heavy Call Rate and the confidence
threshold as control knobs, but does not yet implement a full
admission-control policy.
Evasion and the arms race. Prometheus relies only on

observable side channels—packet sizes, timing, directions,
and transport interactions—and does not inspect plaintext
payloads. An adversary who wishes to avoid identification
must therefore coordinate manipulation across several of
these dimensions (e.g., padding, timing and length jitter,
direction flipping) while preserving transmission seman-
tics and protocol constraints, which raises the cost of eva-
sion. The supplementary material shows that Prometheus
degrades more gracefully than prior methods under byte
masking, length jitter, direction flipping, and timing jitter.
Highly coordinated countermeasures such as cover traffic
and onion routing constitute a stronger active-adversary set-
ting that lies outside of our current evaluation. It is left to
future work.

Beyond standard metrics, we also evaluate Prometheus’s
robustness against dataset-specific artifacts and common
traffic perturbations, and conduct a fairness study under
restricted input budgets. These results are deferred to the
supplementary material.

7 Related Work
Encrypted-traffic classifiers. As encryption protocols
evolved, traffic classification shifted from port-based and
DPI approaches [3, 18, 48] to learned classifiers over observ-
able side channels. Existing methods include supervised byte
models using CNNs [8, 19, 37, 56, 59], RNNs [17, 31, 57, 60],
Transformers [43, 74, 77], and GNNs [14, 22, 62, 70, 71]; sta-
tistical feature models [4, 7, 20, 36, 69] supported by real-
istic NetFlow generation [54]; and sequence models over
packet lengths [6, 12, 42, 51, 52, 63], message types [30, 47],
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Table 5. Representative approaches to traffic classification. “No” means that no online model-update loop is reported. The
supplementary material provides the full comparison, including protocol priors.

Approach Task / scope Model / representation Execution Online adaptation

TrafficFormer [78]
YaTC [75]
NetMamba [55]

Encrypted traffic
classification

Transformer, masked autoencoder, or
state-space model

CPU/GPU inference No

Akem et al. [1] Encrypted traffic
classification

Random forest; packet size and arrival
time

P4/Tofino switch No

Brain-on-Switch [67] Line-rate traffic analysis Compact NN; packet length and delay Switch-first with
off-switch escalation

No

Prometheus Encrypted flow
classification

Protocol-aware Heavy Model; distilled
Light Model

DPDK CPU + GPU
backend

Asynchronous
distillation

and timing [2, 5, 45, 66] for anonymous [27, 40, 49] and en-
crypted traffic [9, 30, 35, 39, 61, 64, 65]. Pre-training further
improves transferability with token or image-like masked
modeling [26, 28, 34, 75, 78], efficient sequence architec-
tures [55], and multi-modal objectives over bytes, timing,
packet lengths, and metadata [24, 32, 33, 41, 68]. These clas-
sifiers improve representation quality, but they are usually
evaluated as offline models or uniform inference pipelines.
Prometheus instead treats representation depth as a sched-
uled backend resource: a compact Light Model serves the
data path, while a protocol-aware Heavy Model is invoked
selectively and distilled online. tFusion [21] is also relevant
as a cross-modality representation approach for few-shot
malicious-traffic detection; unlike our flow-classification set-
ting, it does not study a heavy–light serving split or online
distillation. Table 5 summarizes representative modeling and
deployment approaches. The full comparison in the supple-
mentary material also covers MM4Flow, tFusion, Taurus, and
Quark, including their protocol priors.

Systems for Line-Rate TrafficAnalytics. Systems work
accelerates traffic analytics with edge accelerators and pro-
grammable data planes. FENXI decouples forwarding from
flow-level deep-learning analytics and uses asynchronous
communication plus dynamic batching for 100 Gbps edge
processing [23]; other systems push per-packet ML, switch-
based analysis, CNN execution, and monitoring into pro-
grammable data planes [50, 67, 72, 79]. These systems demon-
strate the importance of line-rate execution, but they often
favor compact models constrained by data-plane resources.
Prometheus takes a complementary approach: it keeps the
fast path compact for throughput, while preserving a back-
end Heavy Model and online distillation loop for representa-
tion depth and adaptation.
Data-plane-only comparison. Encrypted-traffic classi-

fiers such as Akem et al. [1] encode compact packet-size and
arrival-time features in programmable switches, enabling
line-rate inference with sub-microsecond delay but limiting
model capacity to switch memory and arithmetic budgets.
Brain-on-Switch [67] and Quark [72] demonstrate switch-
native neural inference; Brain-on-Switch is a switch-first

hybrid that can escalate selected traffic to an off-switch
Transformer. Prometheus is complementary: it reserves a
compact Light Model for the fast path, invokes a richer GPU-
backed Heavy Model selectively, and distills its outputs asyn-
chronously for online adaptation. The two system families
and their relationship to Prometheus are summarized in Ta-
ble 5.

Feature-extraction substrates. Recent systems such as
SuperFE and Phantom optimize the measurement substrate
by offloading flexible feature computation or virtualizing
switch resources [10, 73]. These systems are complementary
to Prometheus: they can reduce CPU-side feature extrac-
tion and measurement overhead, while Prometheus studies
encrypted-traffic classification as a complete heavy-light
inference pipeline, including confidence routing, online dis-
tillation, and NIC/host/GPU data movement on 10–100 Gbps
testbeds.

8 Conclusion
We present Prometheus, a protocol-aware heavy-light col-
laborative system for real-time encrypted traffic classifica-
tion. By decoupling semantic inspection (Heavy Model) from
high-throughput inference (Light Model) and connecting
them with confidence-based routing and online distillation,
Prometheus resolves the practical tension between repre-
sentation robustness and throughput under load spikes and
distribution shifts. Extensive experiments across diverse en-
crypted traffic datasets show that our protocol-guided mul-
timodal attention and head-aligned pre-training improve
both accuracy and transferability, while the Light Model
can continuously evolve under concept drift with limited
heavy-model offloading.
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Appendices

A Mathematical Definitions of Multi-modal
Loss

Packet Type Classification (L𝑡𝑦𝑝𝑒 ) supervises the model
to distinguish between different functional roles of packets
within an encrypted tunnel. We simplify this into a binary
classification task to identify data-carrying packets (payload
> 0) versus control packets (e.g., pure ACKs). The loss is
defined as:

L𝑡𝑦𝑝𝑒 = − 1
𝑁

𝑁∑︁
𝑖=1

[𝑦𝑖 log(𝑦𝑖 ) + (1 − 𝑦𝑖 ) log(1 − 𝑦𝑖 )] , (17)

where 𝑦𝑖 ∈ {0, 1} is the ground-truth type and 𝑦𝑖 is the
predicted probability from the content-specialized attention
head.
Temporal Distribution Prediction (L𝑖𝑎𝑡 ) encourages

the temporal head to capture the burstiness and timing pat-
terns of the traffic. We discretize the Inter-Arrival Times
(IAT) into 𝐾 = 10 logarithmic bins, treating it as a multi-
class classification problem:

L𝑖𝑎𝑡 = − 1
𝑁

𝑁∑︁
𝑖=1

𝐾∑︁
𝑘=1

𝑦𝑖,𝑘 log(𝑦𝑖,𝑘 ), (18)

where 𝑦𝑖,𝑘 is the one-hot encoded bin index for the 𝑖-th
packet’s IAT. This formulation provides a robust supervi-
sion signal that is less sensitive to jitter and extreme outliers
than direct regression.
Log-scaled Size Regression (L𝑠𝑖𝑧𝑒 ) enforces the size-

specialized head to reconstruct the packet length metadata.
To handle the high dynamic range of packet sizes up to the
MTU, we apply a logarithmic transformation to the targets
and utilize Mean Squared Error (MSE):

L𝑠𝑖𝑧𝑒 =
1
𝑁

𝑁∑︁
𝑖=1

∥𝑠𝑖 − log10 (𝑠𝑖 + 1)∥2, (19)

where 𝑠𝑖 is the original packet size and 𝑠𝑖 is the regressed
value, ensuring the model maintains sensitivity across both
small control segments and large data frames.
Next-hop Direction Prediction (L𝑑𝑖𝑟 ) focuses on the

sequential dependencies and transmission logic of the proto-
col. For a given packet representation at index 𝑖 , the model
predicts the direction of the subsequent packet 𝑖 + 1. The

https://doi.org/10.1145/3689031.3696081
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cross-entropy loss is defined as:

L𝑑𝑖𝑟 = − 1
𝑁 − 1

𝑁−1∑︁
𝑖=1

∑︁
𝑐∈C

𝑦𝑖+1,𝑐 log(𝑦𝑖+1,𝑐 ), (20)

where C = {OUT, IN, PADDING} represents the direction
labels, forcing the directional head to learn transition pat-
terns invariant to encryption.

Request–Response Adjacency (L𝑝𝑎𝑖𝑟 ) identifies seman-
tic dependencies between adjacent packets, specifically de-
tecting if they constitute a round-trip interaction. By concate-
nating the representations of packets (𝑖, 𝑖 + 1), the semantics
head predicts the adjacency state:

L𝑝𝑎𝑖𝑟 = − 1
𝑁 − 1

𝑁−1∑︁
𝑖=1

∑︁
𝑐∈{0,1}

𝑦𝑖,𝑐 log(𝑦𝑖,𝑐 ), (21)

where 𝑦𝑖,𝑝𝑎𝑖𝑟 = 1 if packet 𝑖 is an outgoing request and
𝑖 + 1 is an incoming response, providing high-level semantic
supervision for multi-modal fusion.
Flow-level Statistical Reconstruction (L𝑠𝑡𝑎𝑡 ) regular-

izes the global representation g by recovering macroscopic
flow characteristics. This loss combines a Kullback-Leibler
(KL) divergence term for size distributions and MSE terms
for direction ratios and IAT statistics:

L𝑠𝑡𝑎𝑡 = 𝐷𝐾𝐿 (𝑃𝑠𝑖𝑧𝑒 ∥𝑃𝑠𝑖𝑧𝑒 ) + ∥r − r̂∥2 + ∥𝜎𝑖𝑎𝑡 − 𝜎̂𝑖𝑎𝑡 ∥2, (22)

where 𝑃𝑠𝑖𝑧𝑒 is the empirical size histogram, r is the up/down
packet ratio, and 𝜎𝑖𝑎𝑡 denotes the mean and standard de-
viation of the flow’s IAT sequence. This ensures that the
aggregated representation preserves global invariants while
the individual heads specialize in packet-level details.

B Model Architecture and
Hyperparameters

The detailed hyperparameter settings for both pre-training
and fine-tuning phases are summarized in Tab. 6. The byte-
level encoder utilizes a hidden dimension of 128 with 3 layers.
The packet-level encoder employs a hidden dimension of
260 (to accommodate 5 distinct attention heads, each with
dimension 52) with 4 layers. Both encoders use the GeLU
activation function and Pre-LN normalization.
Table 6. Hyperparameter configurations for reproducibility.

Hyperparameter Pre-training Fine-tuning

Optimizer AdamW AdamW
Initial Learning Rate 1 × 10−4 1 × 10−3
Batch Size 128 (16×8 GPUs) 128
Training Epochs/Steps 160k steps 20 epochs
Warmup Steps/Epochs 2% total steps 10 epochs
Weight Decay 0.01 0.05
Dropout Rate 0.1 0.1
Mask Probability 0.25 N/A
LR Scheduler Linear + Cosine Linear + Cosine
SWA N/A Enabled (last 10 epochs)

Table 7. Summary of datasets.

Dataset Usage Flows Task Type

MAWI / CIC-IoT Pre-train 3.0M Representation
CipherSpectrum Downstream 120K TLS 1.3 Identification
CSTNET-TLS 1.3 Downstream 46K Real-world Robustness
DataCon2021 Downstream 1K Proxy Detection

C Downstream Dataset Details
To ensure the robustness and generalizability of our pro-
posed model, we employ a diverse collection of datasets
spanning large-scale backbone traffic for pre-training and
contemporary encrypted sessions for downstream tasks.
Pre-training Corpus. Our pre-training phase leverages

the MAWI (specifically the 2024.10.19 trace) [13] and CIC-
IoT-2022 [15] datasets to capture fundamental protocol struc-
tures across different network environments. The combined
corpus comprises 68GB of raw PCAP data, representing ap-
proximately 3M bidirectional flows. While MAWI provides
high-diversity backbone traffic, CIC-IoT-2022 contributes
traces from resource-constrained device environments, en-
suring the model’s exposure to varied network conditions
and traffic patterns.

CipherSpectrum Benchmark. The primary evaluation
of TLS 1.3 classification performance is conducted on Cipher-
Spectrum [58], a contemporary dataset designed to mitigate
the systemic flaws of legacy benchmarks. CipherSpectrum
consists of 120,000 sessions covering 40 distinct domains. Un-
like older datasets such as ISCXVPN2016 or USTC-TFC2016,
which contain up to 98.9% unencrypted traffic and rely on
deprecated ciphers like 3DES, CipherSpectrum exclusively
features encrypted traffic using TLS 1.3 mandated suites:
AES-128-GCM, AES-256-GCM, and CHACHA20-POLY1305.
This ensures the model learns intrinsic application patterns
rather than artifacts from unencrypted leakage or vulnerable
encryption algorithms.
CSTNET-TLS 1.3. For web traffic identification, we em-

ploy the CSTNET-TLS 1.3 dataset [34]. Unlike earlier bench-
marks, CSTNET-TLS 1.3 exclusively contains traffic encrypted
with current, secure Authenticated Encryption with Associ-
ated Data (AEAD) ciphers.
DataCon2021. To assess the model’s behavior on oper-

ational monitoring workloads beyond ordinary web traffic,
we include the DataCon2021 dataset [16]. This dataset pro-
vides real-world encrypted proxy traces with heterogeneous
tunnel behaviors. It complements the web-traffic datasets
by testing whether the classifier can separate more diverse
encrypted tunnels under the same side-channel input con-
straints.

D Detailed Website/Service-Type Analysis
This section provides granular interpretations for the four
recurrent head-preference topologies identified in the main
paper. Our analysis aggregates Layer 4 gating weights per
domain on the AES-128 dataset.
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(a) Byte Mask (b) Length Jitter

(c) Direction Flip (d) Time Jitter

Figure 16. Robustness analysis. Comparison of classifica-
tion accuracy between our method and baselines under four
different traffic perturbation strategies.
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Figure 17. Fair comparison under a 5-packet constraint
(same input budget as YaTC).

Mechanistic analysis of protocol abstraction. To elu-
cidate the model’s internal abstraction mechanism, we ana-
lyze adaptive gating weights of samples randomly selected
from the AES-128 dataset (using seed=42 for reproducibil-
ity). Fig. 18 and Fig. 19 show a transition from stable shallow
fusion to traffic-dependent selection in deeper layers. Layer 1
assigns similar coefficients across samples, whereas Layer 4
strongly changes the active heads for different flows, indicat-
ing that Prometheus evolves from generic packet perception
to selective protocol-behavior abstraction.

(a) Layer 1 (b) Layer 4

Figure 18. Variation of multimodal head coefficients from
Layer 1 to Layer 4 across samples.

(a) Layer 1 (b) Layer 4

Figure 19. Distribution of adaptive gating weights across
attention heads at a shallow layer (Layer 1) and a deep layer
(Layer 4).

Periodic Automation: Automated periodicity and
structural determinism. For services with pronounced pe-
riodic patterns (e.g., google.com, ubuntu.com), the model
simultaneously activates Temporal and Size heads, forming
a distinctive “fan-shaped” topology. This traffic typically
originates from heartbeat mechanisms or automatic updates
characterized by millisecond-level regularity and determinis-
tic payload sizes (e.g., fixed JSON/XML formats). The model
integrates these temporal rhythms and stable patterns to dis-
tinguish automated machine traffic from interactive human
flows.
Static Retrieval: Robustness via noise rejection. In

scenarios like steamstatic.com, the topology collapses into
a single-axis structure dominated by the Size dimension.
While temporal inter-arrival times (IATs) are often informa-
tive, they become high-entropy noise in bulk downloads due
to network jitter and bandwidth contention. Conversely, file
sizes remain invariant across network conditions. By sup-
pressing Temporal weights and emphasizing Size, the model
exhibits an explicit “denoising” strategy that favors robust
physical attributes.

Complex Infrastructure: Residual protocolmetadata.
For infrastructure services such as cloudfront.net, the model
increases Content and TCP-interaction weights, forming a
“butterfly-shaped” topology. These services involve complex
TLS negotiations or CDN scheduling, where residual meta-
data (e.g., handshake/transport field length patterns) pro-
vides richer fingerprints than coarse statistics. This indicates
that even under encryption, the model exploits side-channel
signals to distinguish complex service types.
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Table 8. Five- versus ten-packet quality–collection-time
trade-off. Collection time is the median first-to-kth-packet
delay; quality is Heavy Model macro-F1 under matched 300-
byte-per-packet runs.

Dataset 𝑡5 (ms) 𝑡10 (ms) F1@5 F1@10

CSTNET 7.1 69.0 0.930 0.939
AES-128 13.5 42.2 0.889 0.942
AES-256 13.6 41.0 0.884 0.941
ChaCha20 15.2 44.5 0.877 0.936
Mixed 14.9 42.6 0.837 0.922

Sparse Micro-interactions: Feature sparsity as a fin-
gerprint. For micro-interaction and tracking services (e.g.,
hsadspixel.net), we observe a “low-activation” regime
where all heads maintain small weights. These extremely
short, one-off requests lack stable temporal rhythms or size
patterns. Rather than forcing a fit to irrelevant dimensions,
the model treats the absence of salient structure itself as a
discriminative behavioral fingerprint.
Across these categories, the model consistently exhibits

context-aware feature selection: leveraging size invariance for
static delivery, temporal regularity for automation, residual
metadata for complex infrastructures, and feature sparsity
for micro-interactions. These emergent patterns confirm that
the adaptive gating mechanism captures semantically mean-
ingful protocol behaviors beyond dataset-specific statistical
correlations.

E Supplementary Experiments
E.1 Packet-Budget Collection Time
Figure 20 plots the empirical distribution of the time from a
flow’s first packet to its fifth and tenth packet. The four Ci-
pherSpectrum subsets show a consistent tens-of-milliseconds
median increment when extending the budget, while CST-
NET and DataCon have broader tails. The accompanying
percentiles and validity counts are reported in the revision
artifact; flows with fewer than ten packets are not assigned
a fabricated tenth-packet time.

E.2 Full Classification Metrics
Tab. 9 provides the full metric breakdown corresponding to
the compact macro-F1 summary in the main paper.

E.3 Per-Class Error Analysis
Table 10 expands the aggregate scores with the three lowest-
F1 classes in each dataset. CipherSpectrum test classes are
balanced, CSTNET uses anonymous numeric class IDs, and
DataCon2021 labels identify proxy tools and direct browser
traffic.

The errors exhibit distinct patterns across the three dataset
families. In CipherSpectrum, Google Tag Manager is con-
sistently confused with Google Analytics across all cipher
variants. CSTNET’s lowest-F1 classes are identified only by

numeric labels and have lower support than its median class.
In DataCon2021, WireGuard, OpenVPN-over-UDP, Psiphon,
and Shadowsocks are classified correctly in the held-out test
set; the remaining errors concentrate on the multi-protocol
proxy clients Netch and V2Ray.

Case study: Google Tag Manager and Google Analyt-
ics. We analyze this recurring CipherSpectrum confusion
using model-free features from the held-out flows. The er-
ror is asymmetric on the three homogeneous-cipher subsets:
Tag Manager has high precision (0.966–1.000) but low recall
(0.380–0.527), whereas Analytics has high recall (0.987–1.000)
but lower precision (0.614–0.679).
No single coarse flow statistic consistently separates the

pair. Their feature distributions differ more clearly in dis-
persion and directional proximity: on AES-128, Tag Man-
ager has a mean within-class distance of 3.09, compared
with 1.06 for Analytics, and 42.0% of Tag Manager flows are
closest to the Analytics centroid among the other classes
(Fig. 21). The same directional relationship appears across
all four CipherSpectrum variants, with 35–42% attribution
from Tag Manager to Analytics and none in the reverse di-
rection. These observations are consistent with dispersed
Tag Manager flows overlapping a more compact Analytics
region, explaining the asymmetric classification errors.

E.4 Decision-Boundary Visualization
Fig. 22 visualizes decision-boundary refinement during the
AES-128⇒ChaCha20 drift. Initial boundaries aremisaligned
with the shifted distribution, while online distillation re-
shapes the Light Model’s decision regions around the new
encryption pattern.

E.5 Frozen Encoder Transferability
To isolate representation quality from fine-tuning capacity,
we evaluate under frozen encoders in Fig. 23. Our method
consistently outperforms baselines; notably, it maintains
67.19% accuracy on AES-128 where YaTC and TrafficFormer
drop below 12%. This demonstrates that protocol-aware in-
ductive biases enable inherently transferable representations.

E.6 Probing Task Evaluation
To verify whether our model captures meaningful protocol
semantics rather than merely fitting dataset-specific statis-
tics, we employ a linear probing evaluation across the AES-
128, AES-256, and Mixed datasets. We freeze the pre-trained
backbone and attach lightweight linear heads to perform four
protocol-centric tasks: Direction Prediction, Inter-Arrival
Time (IAT) Anomaly Detection, Packet Size Prediction, and
TCP Request-Response Matching.

As shown in Tab. 11, our method demonstrates superior
semantic understanding, particularly in the TCP Request-
Response Matching task which requires reasoning about
causality and interaction logic. While the baseline YaTC
struggles significantly with a matching accuracy of only
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Figure 20. Empirical CDFs of first-packet-to-kth-packet collection time on the held-out test flows. The blue and red curves
denote five- and ten-packet budgets, respectively; DataCon uses the available ten-packet trace for timing only.

Table 9. Full classification results comparing our Heavy Model against baseline methods on six datasets.

Dataset CSTNET-TLS1.3 TLS-AES-128-GCM TLS-AES-256-GCM
Method AC PR RC F1 AC PR RC F1 AC PR RC F1
ET-BERT 0.8807 0.8698 0.8649 0.8651 0.6048 0.6135 0.6048 0.6040 0.6173 0.6313 0.6173 0.6155
YaTC 0.9107 0.9059 0.8987 0.8992 0.8954 0.9048 0.8953 0.8950 0.8738 0.8799 0.8738 0.8725

TrafficFormer 0.8631 0.8587 0.8517 0.8523 0.4145 0.4101 0.4145 0.4075 0.4611 0.4559 0.4611 0.4542
NetMamba 0.8335 0.8322 0.8062 0.8089 0.7668 0.8626 0.7668 0.8021 0.7421 0.7947 0.7421 0.7568

Ours 0.9476 0.9459 0.9366 0.9392 0.9413 0.9574 0.9413 0.9417 0.9415 0.9521 0.9415 0.9413

Dataset TLS-CHACHA20POLY1305 TLS-MIX DataCon2021
Method AC PR RC F1 AC PR RC F1 AC PR RC F1
ET-BERT 0.5577 0.5723 0.5577 0.5591 0.4170 0.4269 0.4170 0.3279 0.8750 0.8993 0.8866 0.8749
YaTC 0.8017 0.8210 0.8017 0.8003 0.8279 0.8363 0.8279 0.8278 0.8092 0.8521 0.8254 0.8235

TrafficFormer 0.4106 0.4104 0.4106 0.4040 0.3917 0.3859 0.3917 0.3828 0.8905 0.9082 0.8914 0.8957
NetMamba 0.7206 0.7582 0.7206 0.7331 0.7394 0.7938 0.7394 0.7585 0.1579 0.0425 0.1437 0.0604

Ours 0.9372 0.9475 0.9372 0.9356 0.9207 0.9292 0.9207 0.9219 0.9539 0.9591 0.9580 0.9579

35.29% on the Mixed dataset, our model achieves 100%, indi-
cating a robust grasp of duplex switching states. Similarly,
in IAT Anomaly Detection, we observe a consistent per-
formance advantage, outperforming YaTC by 4.31% in F1-
score on the Mixed dataset. These results confirm that the
pre-training objective successfully forces the model to learn
high-level protocol state machines and interaction mechan-
ics, distinct from low-level statistical correlations.

E.7 Robustness Against Traffic Perturbations
To assess the resilience of Prometheus, we evaluate its perfor-
mance under four representative perturbations: payload/byte
masking, packet length jitter, direction flipping, and time
jitter. As illustrated in Fig. 16, Prometheus exhibits a more
graceful degradation trend compared to prior methods. We
attribute this stability to our protocol-guided inductive bi-
ases, which encourage the model to learn structural hand-
shake patterns rather than over-fitting to volatile, low-level
statistical features.
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Table 10. Lowest-F1 Heavy Model classes on each held-out test set.

Dataset Class PR RC F1 N Dataset Class PR RC F1 N

AES-128 googletagmanager.com 1.000 0.467 0.636 150 AES-256 googletagmanager.com 1.000 0.527 0.690 150
AES-128 trustarc.com 0.542 0.993 0.701 150 AES-256 flipboard.com 0.907 0.587 0.713 150
AES-128 google-analytics.com 0.652 1.000 0.789 150 AES-256 trustarc.com 0.601 0.993 0.749 150

ChaCha20 googletagmanager.com 0.966 0.380 0.545 150 Mixed googletagmanager.com 0.744 0.612 0.671 152
ChaCha20 google-analytics.com 0.614 0.987 0.757 150 Mixed trustarc.com 0.607 0.822 0.698 152
ChaCha20 trustarc.com 0.629 0.960 0.760 150 Mixed hubspot.com 0.601 0.842 0.701 152

CSTNET 74 0.800 0.444 0.571 18 DataCon 10 (netch) 0.812 0.867 0.839 15
CSTNET 45 0.636 0.636 0.636 22 DataCon 2 (v2ray) 0.867 0.867 0.867 15
CSTNET 85 0.733 0.611 0.667 18 DataCon 6 (firefox) 1.000 0.867 0.929 15
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Figure 21.Model-free analysis of the TagManager/Analytics
confusion on AES-128. (a) Within-class dispersion in the
standardized side-channel feature space. (b) Nearest other-
class centroid attribution for held-out flows.

E.8 Fair Comparison under Strict Budgets
To ensure a fair evaluation against state-of-the-art meth-
ods like YaTC, we analyze a constrained scenario where
Prometheus is limited to the first 5 packets of each flow.
As shown in Fig. 17, even under this strict input budget,

Prometheus maintains a performance lead. This suggests
that protocol-aware modeling improves sample efficiency,
capturing essential classification cues earlier in the session.
Furthermore, we observe that in TLS-heavy environments,
extending the budget beyond 5 packets yields diminishing

(a) Before online learning (b) After online learning

Figure 22. Visualization of decision boundaries before and
after online learning. Online distillation refines the Light
Model’s boundary around hard samples.
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Figure 23. Classification accuracy with frozen encoders for
our Heavy Model compared with baselines.

but significant gains, as it allows the model to capture deeper
application-layer interaction sequences that are often missed
by truncated analysis.

F Details of Probing Task Designs
To strictly evaluate the semantic representation capabili-
ties of our pre-trained model, we adopted a Linear Probing
methodology. For all tasks described below, the parameters of
the pre-trained backbone encoder are frozen. We only train
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Table 11. Comparison of baselines on probing tasks (F1-
Score).
Task Dataset TrafficFormer ET-BERT NetMamba YaTC Ours

Direction
AES-128 0.0455 0.3894 0.7032 0.9105 1.0000
AES-256 0.0967 0.6201 0.0000 0.8922 0.9974
Mixed 0.6620 0.6620 0.6710 0.9223 0.9959

IAT
AES-128 0.6717 0.6717 0.5008 0.6915 0.7160
AES-256 0.6717 0.6717 0.5264 0.6915 0.7208
Mixed 0.6734 0.6734 0.3249 0.6797 0.7228

Size Pred
AES-128 0.1406 0.1406 0.1406 0.3302 0.3716
AES-256 0.1760 0.1282 0.1282 0.3349 0.3667
Mixed 0.1655 0.1655 0.1900 0.4273 0.4677

TCP Match
AES-128 0.9848 0.6566 0.0000 0.5246 1.0000
AES-256 0.9930 0.6543 0.0000 0.6833 1.0000
Mixed 0.9885 0.6572 0.0000 0.3529 1.0000

lightweight task-specific heads (Multi-Layer Perceptrons) on
top of the fixed flow representations.

F.1 Direction Prediction
This task assesses whether the model understands the du-
plex nature of network communication (i.e., the alternating
pattern of incoming and outgoing packets). Regarding in-
put construction, given a flow sequence of length 𝐿, we
select a target position 𝑡 and mask the feature vector of the
packet at 𝑡 with a learnable mask token, denoted as 𝑥masked.
The objective requires the model to predict the direction
𝑑𝑡 ∈ {IN,OUT} of the masked packet based solely on the
surrounding bidirectional context, optimized via standard
Cross-Entropy loss.

F.2 IAT Anomaly Detection
This task evaluates the model’s sensitivity to fine-grained
timing semantics and its ability to distinguish natural net-
work jitter from artificial anomalies. For sample generation,
we strictly followed a statistical injection strategy. Positive
samples (𝑦 = 1) consist of original, unmodified packet se-
quences. For negative samples (𝑦 = 0), we randomly select
a packet at index 𝑡 and perturb its inter-arrival time (IAT).
To ensure the anomalies are distinct yet challenging, pertur-
bations are scaled based on the flow’s statistical properties
(mean 𝜇 and standard deviation 𝜎 of valid IATs). Anomalies
include "spikes" (5𝜇 ∼ 10𝜇), "drops" (0.001𝜇 ∼ 0.01𝜇), or
extreme outliers. The objective is a binary classification to
determine if the sequence contains a manipulated timing
artifact.

F.3 Packet Size Prediction
This task tests whether the model captures the logic of pay-
load sizes (e.g., MTU limits, handshake packet sizes). We
employ a Discretization strategy: instead of continuous re-
gression, we formulate this as a classification problem where
packet sizes are discretized into 𝐾 bins (e.g., [0, 40], [40, 80],
. . . , [1200, 1500]) to capture protocol-specific size distinctive-
ness. Similar to the Direction Prediction task, the Objective

involves masking the packet at index 𝑡 and predicting the
correct size bin 𝑏𝑡 ∈ {1, . . . , 𝐾}.

F.4 TCP Request-Response Matching
This is the most complex task, designed to evaluate causal
reasoning and the understanding of TCP state machines (e.g.,
SEQ/ACK numbers). We utilize a specific triplet construction
method: for a given request packet 𝑝𝑟𝑒𝑞 , we select the Ground
Truth response 𝑝+𝑟𝑒𝑠𝑝 and a "Hard Negative" response 𝑝−𝑟𝑒𝑠𝑝 .
Critically, the Hard Negative is sampled from other response
packets within the same flow. This constraint prevents the
model from relying on easy flow-level statistics (like TTL or
IP addresses) and forces it to learn packet-level interaction
logic. The model input consists of the concatenated repre-
sentations [ℎ𝑟𝑒𝑞 ;ℎ+𝑟𝑒𝑠𝑝 ;ℎ−𝑟𝑒𝑠𝑝 ], and the objective is to identify
the correct causal response via binary classification.

G Extended Qualitative Comparison
Table 12 expands the compact comparison in the main paper
with individual modeling approaches, protocol priors, and
additional execution systems.

H Reproducibility and Artifacts
We provide a public artifact containing the implementation
of the Heavy and Light models, the distillation pipeline,
preprocessing scripts, and experiment configuration files
at https://github.com/D4wnnn/Prometheus-Traffic-Analysis.
The artifact also includes generation tools and processed fea-
ture files for the CipherSpectrum and CSTNET-TLS 1.3 eval-
uations, together with a README.md describing software de-
pendencies, hardware requirements, and reproduction steps.
The artifact is released under an open-source license.

https://github.com/D4wnnn/Prometheus-Traffic-Analysis
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Table 12. Qualitative comparison with closely related traffic-classification models and representative data-plane or switch-first
systems. “No” indicates that no online model-update loop is reported in the cited work.

System Task / scope Representation Execution Protocol priors Online adaptation

Traffic-classification models
TrafficFormer [78] Encrypted traffic

classification
Pre-trained Transformer
over traffic tokens

CPU/GPU Generic attention No

YaTC [75] Encrypted traffic
classification

Image-like packet
representation with MAE

CPU/GPU Implicit No

NetMamba [55] Encrypted traffic
classification

State-space sequence
model

CPU/GPU Implicit No

MM4Flow [68] Versatile traffic analysis Multi-modal pre-trained
flow representation

CPU/GPU Multi-modal fusion No

tFusion [21] Few-shot malicious-traffic
detection

Cross-modality feature
fusion

CPU/GPU Cross-modal fusion No

Data-plane and switch-first systems
Akem et al. [1] In-switch encrypted-traffic

classification
Random forest over
packet-size and
arrival-time features

P4/Tofino switch Feature-based No

Taurus [50] Line-rate per-packet ML Pipelined per-packet
MapReduce inference

Switch/NIC with SIMD
extensions

Model-dependent No

Brain-on-Switch [67] Line-rate traffic analysis Compact NN over packet
length and delay

Switch-first; off-switch
server

Feature-based No

Quark [72] Switch-native neural
inference

CNN executed entirely
on the switch

Programmable data
plane

Architecture-
dependent

No

Prometheus Encrypted flow
classification with
deployment adaptation

Protocol-aware Heavy
Model plus distilled
Light Model

DPDK CPU + GPU
backend

Temporal, size,
direction,
request–response

Asynchronous
distillation
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